
Advanced Data Structures and Algorithms 

 Final Review 

Randomized QuickSort (p.153 clr) 

Intro: 

1. Assumptions: 

a. All items unique 

b. Items have any possible ordering 

c. All items are comparable 

2. Input is X = x1 … xn 

3. RandomizedQuickSort(X): 

a. Select xi  (i is random) 

b. Partition the list around xi into Xa , Xb where 

i. All items in Xa < Xi 

ii. All items in Xb > Xi 

c. Return RandomizedQuickSort(Xa) ++ Xi ++ RandomizedQuickSort(Xb) 

Performance: 

1. At each call of the recursion, the partitioning costs O(n) time.  Specifically, at each partitioning, 

the number of elements to be compared is reduced by 1 

2. Worst case: 

a. Worst case behavior occurs when |Xa| = 0 , |Xb| = n-1 

b. Recursively, the time can be measured by: 

i. T(n) = T(n-1)  + T(0) + Θ(n) 

        = T(n-1) + Θ(n) 

       = Θ(n2)  

c. This yields n layers, with n work/layer 

3. Best case: 



a. Best case behavior occurs when  |Xa| = n/2 , |Xb| = n/2 

b. Recursively, the time can be measured by: 

i. T(n) <= 2 * T(n/2) + Θ(n) 

c. This yields lg(n) layers, with n work/layer 

4. Expected case: 

a. Define Z = z1 … zn from X such that zi is the ith smallest element in Z 

b. Define Zij = {zi … zj}, which are the ith through jth elements, inclusive 

c. Note that each pair of elements can be compared at most once.  Two items can only be 

compared when one is the pivot.  Any pivot is only used once. 

d. Define Xij = 1 if zi is compared to zj . 0 otherwise. 

e. The probability that zi is compared to zj  

= P(zi or zj is the first pivot chosen from Zij) 

= 1 / (j – I + 1)   +   1 / ( j – I + 1)  

f. Total # comparisons =  

g. The expected value of X, E(X)   

 

h. So:    

 

Linear Sorting (p.183 clr) 

Intro: 

1. The ith order statistic is the ith smallest element out of a set of n elements 



2. Functions like quicksort, but only recourses on half the list at a time 

3. Time is Θ(n) 

4. Goal is to find an efficient way to guarantee finding a good pivot for partitioning 

a. We want to avoid a randomized algorithm, because as with randomized quicksort, bad 

random pivots will lead to a running time of Θ(n^2) 

Algo: 

1. Algo: 

Select(L) #where L is the list 

Select(L) 

a. Divide the list into groups of size 5 each, so n/5 of these groups.  Just make the first 1-5 

elements 1st group, 6-10 2nd group etc… 

b. Find the median of each of these n/5 groups.  Call the list of n/5 median elements M 

c. Recursively Select(M), when it bottoms out, it will return some item 

d. Quicksort using that item as the partition, so the section of the list we were working in is 

split into 2 parts, those elements smaller than the pivot, and those elements larger than 

the pivot.  Based on what you’ve done so far, you can determine if that pivot is the ith 

smallest element 

e. Let k be the number of elements in the low side of the partition, so there are n-k items 

on the high side of the partition 

f. If i = k return x.  Otherwise, use Select recursively to find the ith smallest element on the 

small side if i < k, if i > k select the (i – kth) smallest item from the large side 

2. To find the running time, we want to determine a lower bound on the number of elements 

greater than the partition x 

a. Half of the medians are greater than the median-of-medians x.  Therefore, at least half 

of the n/5 groups have 3 elements > x.  Therefore, the number of elements greater than 

x is: (the same goes for elements smaller than x) 

3(1/2 * n/5 – 2) = 3n/10 - 6 

b. Therefore, Select recurses on at most 7n/10 + 6 elements based on x 

3. We can now use a recurrence to find the w.c. running time T(n) of Select: 

a. Steps a, b, d, e of Select take O(n) time 

b. Step c takes T(n/5) 

c. Step f takes at most T(7n/10 + 6) 

4. So, in general, T(n) ≤ T(n/5) + T(7n/10 + 6) + O(n) 

5. Claim: this equation for T(n) gives us a linear time algorithm 

Proof: 

a. Assume that T(n) ≥ cn for some constant c, and at least some value of n  

b. Select constant a s.t. an ≥ O(n) 

c. So our equation is: 

T(n)  ≤ T(n/5) + T(7n/10 + 6) + O(n) 

 ≤ cn/5 + 7 cn/10 + 6c + an 



 = 9cn/10 + 7c + an 

 = cn + (-cn/10 + 7c + an) 

d. So T(n) is at most cn if:  

i. (-cn/10 + 7c + an) ≤ 0 

e. d.i. is equivalent to 10an/(n – 70) for n > 70 

f. If we claim T(n) ≤ : 

Ѳ(1)     for n ≤ 140 

T(n/5) + T(7n/10 + 6) + O(n)  for n > 140 

g. By e, for n > 140, n/(n – 70) ≤ 2, so c ≥ 20a satisfies d.i. 

h. The value of 140 in f is not special – it just has to be something larger than 70  

Skip Lists (10/4 in notes) 

Intro: 

1. A doubly linked list where each node has a height randomly determined upon insertion 

2. A node of height h is called a level h node 

3. Each level in node x points forward to the next node that has at least that level.  A level h node 

has h forward pointers 

4. Iteratively after level 1, the probability of adding another level is p.  For the rest of the notes we 

will assume p = 1/2 

5. MaxLevel is equal to the highest level of any node in the skiplist, this can change over time with 

insert and delete operations 

6. Each skiplist has a header node which has no key, but is the starting place of all search 

operations.  Each skip list is terminated by a similar tail node which has the same height as the 

header node, and has a null value.  Both have level = MaxLevel 

7. Search, insert, and delete all have expected running time of O(lg n), performance is 

asymptotically the same as BSTs 

Operations: 

1. Search(searchKey): 

a. current <- header 

b. for level = header.level  to  level = 1: 

c.  while current.nextAt(level).key < searchKey: 

d.   If current.key = searchKey: 



e.    Return current 

f.   current <- current.nextAt(level) 

g. Return null 

2. Insert(key): 

a. Search for key, but change the following:  

i. Maintain where in the list key belongs, instead of returning null 

ii. Maintain a vector named update s.t. update[i] contains the next node of height 

<= i left of where search terminated.  This is used to connect all links upon 

insertion 

iii. For each level beyond the first, randomly select a value 0 to 1, if it is greater 

than p, add another level and repeat. 

3. Delete(key): The exact inverse of insert.  Search and maintain backward links at each level, then 

connect links behind to the forward links at the node which contains key at corresponding 

levels. 

Performance: 

1. Analyze the search path backwards, from the location it terminates to the header 

2. Although levels of nodes are known at run time, the proof assumes this is only determined 

when backtracking and reaching the top level of a node, that is, when the path tracks all the way 

up. 

3. At any point in the climb, we are in situation a.  We know nothing aside that the height of the 

current node x is at least i. 

a. If x.level = i, we are in situation b.  This occurs with probability 1-p or 1/2  

b. If x.level > i, we are in situation c.  This occurs with probability p or ½ 



 

c. Each time we are in situation c, we climb up a level 

4. Let C(k) be the expected cost (length) of a search path that climbs up k levels in an infinite list: 

a. C(0) = 0 

b. C(k) = (1-p)( cost of situation b ) + p(1+C(k-1)) 

         = (1-p)( 1+C(k) ) + p(1+C(k-1)) 

         =  k/p 

         if p=1/2, = 2k 

5. The above, however, assumes an infinite list.  In the actual case, we can replace k with the 

expected height, lg (n).  This produces an expected upper bound of:  

2 (lg (n) – 1) on the expected length of the path that climbs from level 1 to level lg (n) in a list of 

n elements. 

This covers the case that we go up to level lg (n) 

6. Since the above covers the case that the maximum level is <= lg (n), we must also address the 

case when the maximum level is => lg (n). 

7. The number of leftward movements remaining in the case that the maximum level is > lg (n) is 

bounded by the number of elements of level lg (n) or higher in the skip list. 

a. The expected value of this is 1/p, or 2 

8. Upward movements are also made from level lg (n) to the maximum level in the list.  The 

probability that the max level of the list is greater than k  

= 1-(1-pk)n 

<= npk 

=n/2k 

9.  Therefore, the expected max level is at most: 



a. Lg (n) + 1/(1-p)  

= lg(n) -2 

10. Finally, combining these results, the expected cost to climb out of a list of n elements 

<= 2lg(n) + 2 

 = O(lg n) 

Leftist Heaps (p.188, 428 weiss) 

Intro: 

1. Properties: 

a. heap ordered binary tree 

b. leftist property: for any node, the shortest path to a null child link proceeds to the right 

2. Structure – normal heap ordered tree, but each node x additionally has a value d(x), which is the 

length of the shortest path from that node to any null link (due to structure constraints, this 

minimum path length is the result of recursively following links through right children). 

3. Guarantees of null distances for node x: 

a. d(x) = d(x.right + 1) : d(parent) is always 1 more than the distance of its right child 

b. d(x.right) <= d(x.left) : d(right sibling) is less than or equal to d(left sibling) 

4. From these constraints, we have a few guarantees: 

a. m = |of internal nodes in a leftist heap| <= 2d(root) – 1 

i. Because levels 1 through d(root) are binary nodes with no external nodes 

b. D(root) = O(lg m) 

5. All operations are composed from merging 

Merge: 

1. Given 2 heaps H1, H2, define A = <a1…>, B = <b1…>, where A and B are the right spines of H1, H2 

respectively. 

2. Let C = <c1…>  s.t c1 <= c2 <= … where C is made of the elements of A, B.  This becomes the right 

spine of the new heap. 

3. To merge H1, H2, iterate over elements in A and B in order.  The items are linked back in order 

so that heap ordering is maintained. 



4. Restructuring is now required to restore the leftist property.  Go up the right spine and swap 

right, left siblings as necessary, and update null distances in nodes.  At most O(lg n) nodes in the 

spine. 

5. Insert is composed of merging a single value into a tree 

6. DeleteMin is composed of merging the left and right children of the root. 

7. An arbitrary node x can be deleted from tree T by removing the subtree rooted at x, producing 

Tx which is the subtree rooted at x and T1 which is T-Tx .  We need to merge Tx and T1, but T1 may 

no longer be a leftist tree.  We can repair T1 with cost guarantees because of the following: 

a. Only nodes on the path from x’s former parent, p to T1.root may violate the leftist heap 

property 

b. Since the right path has at most lg(n+1) nodes, we only need to check the first lg(n+1) 

nodes on the path from p to the root of T1.   

c. Repairing can stop once you reach a parent that does not need to change its distance 

value 

d. Swapping can only occur while the left path is shorter than the right path, but we 

already have height guarantees on the right path O(lg n), so we also have height 

guarantees for this procedure. 

Skew Heaps (p.195, 425 weiss) 

Intro: 

1. Binary heap ordered trees, with no structural constraint 

2. W.c. time for operations is O(n), but amortized w.c. time is O(lg n) 

3. Like leftist trees, the fundamental operation is merging 

4. Merging: 

a. Same as with leftist heaps, but left, right siblings are swapped indiscriminately 

Amortized Analysis: 

1. For node x, define size(x) as the size of the tree rooted at x 

2. Classify nodes as light or heavy based on size: 

a. Heavy if size(x.right) >= size (x)/2 

b. Light otherwise 



3. Φ = # heavy nodes in heap.  This is initially 0 and always positive 

4. Proof of O(lg n) amortized merge cost: 

a. Given heaps H1 and H2, with nodes n1 and n2 respectively 

b. Suppose the right spines of H1 and H2 comprise of (l1, h1), (l2, h2) light and heavy nodes, 

respectively 

c. Since the actual cost of merging is proportional to the size of the right spines of both 

heaps, the actual cost of merging is O(l1 + h1 + l2 + h2) 

d. The only nodes that can have their light, heavy status change are those which are on the 

right spine, by the definition of a heavy node 

e. If a heavy node is initially on the right path, it must light after swapping right, left 

branches.   

i. The nodes which were light on the right path may or may not become heavy 

after swapping, but proving an upper bound we must take the worst case and 

assume they all become heavy, which further increases the potential and 

amortized cost 

ii. This is because unlike in leftist heaps, all siblings initially on the right spine are 

swapped 

f. Therefore, the maximum Δ of heavy nodes = Δpotential = l1 + l2 - h1 - h2 

g. ΔΦ + actual cost = amortized cost  

= (l1 + h1 + l2 + h2 + l1 + l2 - h1 - h2)  

= 2(l1 + l2) 

h. 2(l1 + l2) = O(lg n) because  for a light node xLight, size(xLight.right) < size(xLight) which makes 

the size of l1 + l2 at most lg n1 + lg n2, which is O(lg n) 

Binary Search Trees (p.253 clr) 

Intro: 

1. Support ed operations: 

a. Search 

b. Min Value 

c. Max Value 

d. Neighbor (predecessor / successor) 



e. Insert 

f. Delete 

2. Expected cost of all actions is Θ (lg n), but in worst case the tree is a list, and performance 

degrades to Θ (n).  Operations are actually take time relative to heap size h, in balanced trees 

h=O(lg n).  Most exactly, the cost is relative to the depth of the node operating on. 

3. Binary Search Tree Property:  let X be a node in a BST.  If Y is in X’s left subtree, then key*Y+ < 

key*X+.  Likewise, if Z is in X’s right subtree, key*X+ <= key*Z+ 

Operations: 

1. Takes time O(h), where h = tree height 

2. Algorithm is: 

Tree-Search(X, K) 

a. If X = null or K = X.key:  Return X 

b. If K < X.key:  return Tree-Search(X.left, K) 

c. Else: return (X.right, K) 

3. Min Value in tree can be found by following left links only, returning the last non-null value.  

Likewise, Max Value goes to the right.  O(h) 

4. The neighbor (predecessor / successor) node of node X can be found by X.left.MaxValue / 

X.right.MinValue    

5. TreeInsert(Z) searches for Z.key, and places it in the tree in place of the null where search 

terminated.   

a. In an unbalanced BST we are finished at this step.   

b. In balanced BSTs which have O(lg n) guarantees, restructuring is necessary after 

insertion. 

6. TreeDelete(Z) - O(h) 

a. Search for Z  

b. If Z has 0,1 children, replace Z with the subtree rooted at Z’s child. 

c. If Z has 2 children,  

i. find Z’s neighbor (predecessor/successor) R 

ii. Z.key <- R.key 

iii. TreeDelete(R) – R must have 1 child, so operation ends at this step 

iv. In balanced trees, repairing balance may be required at this point 



7. There are AVL trees, weight balanced, and height balanced trees, all of which do some 

restructuring after insert/delete to maintain some O(lg n) height,  

Red Black Trees (p.271 clr) 

Properties: 

1. R/B Trees are binary search trees (have symmetric order) with the addition of node coloring.  

The R/B coloring maintains an approximate balancing because the constraints allow one path 

from root to leaf to be at most twice the length of any other path. 

2. Each node contains: color, key left, right, and p 

3. A R/B tree must enforce the following rules: 

a. Root is black 

b. Each pointer to nil is black 

c. Any red node has both children black 

d. Any path from any one node to its leaves must contain the same number of black nodes 

4. R/B tree composed of n nodes has height <= 2 lg (n+1) = O(lg n) 

a. Because of this, we can implement the following in O(lg n)  = O(height): 

i. Search 

ii. Minimum 

iii. Maximum 

iv. Successor 

v. Predecessor 

vi. TreeInsert 

vii. TreeDelete 

Rotations: 

1. The following operations run in O( lg n) time, but may violate the R/B property: 

a. TreeInsert 

b. TreeDelete 

2. Rotation operations are used to restore R/B properties.  It is an operation that swaps the 

location of parent and child (and moving left, right pointers) in a way that maintains the BST 

property.  There are left and right rotations. 



a. It is a local operation that maintains the binary search tree property (node.left < node < 

node.right) 

b. Takes O(1) 

Insertion: 

1. To insert, look for the value being inserted, and place it in the tree at the location where search 

terminated.  That node is colored red. 

a. After the node is placed in the tree, some work is needed to ensure R/B conditions are 

not violated (each red node can only have black children).   This gets complex and is 

covered in the book. 

b. Although recoloring may need to proceed all the way up the tree (for O(lg n) color 

changes), a maximum of two rotations are required. 

2. There are three cases (six with symmetry) that may need to be addressed. 

3. Case 1:  The inserted/current node has a red uncle. 

a. Simply color current’s parent and uncle black: 

b. This may now introduce a coloring conflict with current’s grandparent, so continue fixing 

from there. 

c.  

4. Case 2: Current’s uncle is black and current is a right child 

a. Rotate current, which produces case 3 

b.  

5. Case 3: Current’s uncle is black and current is a left child 

a. Swap the colors of parent and grandparent of current, and rotate 



b.  

c. This completes the repairing of the tree 

Deletion: 

1. Deletion is mostly similar to BST deletion But as with insert, deletion may cause a violation of 

R/B properties: 

a. If the node X to be deleted has one child, we will delete X.  We will now call X the target. 

b. If X has 2 children, find X’s successor (predecessor / successor) and replace the value in 

X with the value of X’s successor.  Then delete the successor, which reduces to case a 

above, as a successor can only have one child.  We will now call the successor the target 

2. Deletion is then reduced to deletion of a node with one child, at this point, there are a number 

of cases which may violate R/B properties and need to be cleaned up. 

3. Exact algorithm for deletion not covered in class, so I’m ignoring it here. 

4. O(lg n) cost 

5. Maximum of 3 rotations required, all other costs are from recoloring 

Persistent Search Trees (9/27 notes) 

Intro: 

1. We wish to maintain a set of items that changes over time 

2. The following operations are allowed: 

a. insert(y, t):  insert value y at time t   

b. delete(y, t):  insert value y at time t 

c. query(y, t): search for y at time t 

Inserting and deleting increases t, and can only be done at the present value of t.  query 

can be done arbitrarily 

3. We will use n to mean a tree of n nodes, m as the number of modifications 

Path Copying: 



1. Space cost: O(lg n) additional 

2. Time cost: O(1) additional 

3. Since insert, delete advance time, we need a new tree, but it is wasteful to copy an entire tree 

each time. 

4. Path copying involves copying the path from the root to where the change occurred (from insert 

or delete) 

5. For m updates, there are m roots, each with a timestamp of when the update occurred. 

a. Each path from root to modified node is O(lg n) height, because R/B tree used 

b. This means for m updates, total space required is O(m lg n)  

6. For insert, delete, a pointer to the most recent version of the data structure can be used, so 

finding the current version of the tree is O(1).  Cost of the entire operation is O(lg n) time 

a. But query can specify any time.  If we say time increases by 1 on every mutation, we can 

directly access the root we want, in an array for example.  So entire time cost of query is 

O(lg n) 

Fat Node Method: 

1. Space cost: O(1) additional 

2. Time cost: O( lg(m) ) additional 

3. Each node has multiple left/right pointers, each with a time stamp.  Upon modification, a new 

pointer is added with the current time stamp, and all previous pointers are maintained as well 

4. This allows us to avoid copying the entire path from root to node at every mutation 

5. Fat Nodes allow mutations to take only O(1) space, as an extra pointer is the only thing added 

6. Adds O(lg m) to time complexity, because at each node, we may need to binary search through 

m pointers to the one we want 

7. Insert and delete can still take O(lg n) time, if a pointer to the most recent version in each node 

is maintained. 

8. Query degrades to O(lg (n) *lg (m)) time  

9. Space is conserved at the cost of computation 

Limited Path (node) Copying: 

1. Space cost: O(1) additional, amortized 

2. Time cost: O(1) additional, amortized 



3. Allow each node to have up to k pointers (For the remainder of the notes, assume k=3).  

4. Approach is similar to Fat Node, but once a 4th pointer would be added, that node is split into 2 

nodes, which are the following accordingly: 

a. The node as it appeared before the 4th modification 

b. A copy of the node with the most recent left/right pointers (one of which must be the 

one which is being modified at the time of this operation). 

5. This may require propagation up the tree if the parent of the modified node also currently has 3 

pointers.  Splitting would require a fourth, so it is also split, may propagate all the way up. 

6. Since at each node, there are a constant number of pointers to search through (3), search time 

is increased by O(1) 

7. W.c. the performance resembles path copying, but amortized time is very good. 

8. Space analysis, amortized: 

a. Number of new nodes / rotations are O(m) 

b. Φ = # nodes in current (live) version of tree w/ 3 pointers 

c. Case 1: a pointer is added to a node w/2 ptrs.  This produces 1 more 3 ptr node 

i. ΔΦ  = 1 

d. Case 2: a pointer is added to a node w/3 ptrs.  This causes a split. 

i. ΔΦ  = -1 + case of parent 

ii. Actual space increase = 1 + cost of parent 

iii. Amortized space cost  = 0 + cost of parent 

But that again reduces to case 1 or 2, and terminates in case 1, so space cost is 

O(1) 

Binomial Heaps (p.455 clr) 

Intro, Binomial Trees: 

1. A binomial tree is a tree that is classified by height, which is the length of its longest path.  A 

binomial tree of height k is written as Bk 

2. Bk is formed by merging two heaps which are both Bk-1 

a. When enforcing heap ordering, the heap with smaller root is made the parent  

3. Bk is itself a root with children B0 … Bk-1 .  It has degree k 

4. Bk has exactly 2k nodes. 



a. The number of nodes at depth d is the binomial coefficient (k choose d) 

= k! / ( k! ( k-d)! )   

5. The maximum degree of an n-node binomial tree is lg (n) 

6. Proof of these properties is available on p.457, clr 

7. Tree structure consists of: 

a. Parent 

b. Child (pointer to leftmost child) 

c. Sibling (sibling to the right) 

d. So there is one pointer up and down, and children are stored in a linked list\ 

8. The order of subtrees of Bk is Bk-1 … B1 

Intro, Binomial Heaps: 

1. A binomial heap is a forest of binomial trees 

2. Each binomial heap only has one binomial tree of any particular height 

3. A binomial heap with heap ordering can be used to represent a priority queue by its forest.  For 

example, a priority queue of size 13 can be made of B3 , B2 , B0 .  This could also be written as 

1101 

4. All operations in a binomial heap are O(lg n) (some are Θ (lg n)), aside from MakeHeap which is 

O(1) 

5. Since each Bi in heap H are of size 2i, there are at most lg (n) trees in a binomial heap.  Think of 

binary representation of a number – grows exactly the same way logarithmically 

6. The roots of each tree are connected in a root list that is a linked list. 

a. The roots are stored in increasing degree order 

Operations: 

1. FindMin(H): just iterate over all keys in root list.  O(lg n) roots in heap, so O(lg n) 

2. HeapMerge(H1 , H2): 

a. Merge the root lists of H1 , H2 into a new root list, H. 

b. H is initially sorted with roots which have monotonically increasing degree, but there 

may initially be pairs of heaps with the same degree (since H1 , H2 had trees all of unique 

degree initially). 

i. This can be done in one pass over the combined root list, so the cost is O(lg n) 



3. Insert(x, H): Make a new heap for x, and HeapMerge that with H 

4. ExtractMin(H): 

a. X = FindMin(H) 

b. Remove X from the root list of H 

c. Make a new heap H1 

d. Reverse the order of the child list of X and make that the new root list of H1 

e. Merge H, H1 

5. DecreaseKey(H, x, k) where k < x: 

a. Set key of x to k 

b. If x is now smaller than x.parent, swap values with its parent 

c.  Keep going up the tree swapping values until a node is reached that does not violate 

heap ordering 

d. O(lg n) because the depth of the tree is bounded by lg (n), and cost = tree height 

6. DeleteKey(x, H): 

a. Decrease key of x to –infinity  

b. Extract min 

 

Fibonacci Heaps (p.477 clr) 

Intro: 

1. Most operations (even DecreaseKey) run in O(1) amortized time.  Delete (so also extract min) is 

the only operation that is O(lg n) 

a. Therefore they are especially good in situations when there are many keys added or 

altered, but few deleted 

2. Searching for a node is O(n); a pointer is assumed for most operations (aside from Extract-Min, 

where one already exists) 

Structure: 

1. Each heap is a forest of trees, where each root is connected in a circular linked list 

2. Min-heap ordering is maintained at all times within trees 

3. Parent has a pointer to some child, and all siblings are connected by a circular linked list 



4. Degree[x] = # children of x 

5. Mark[x] = has x been marked (True if one child has been removed).  Roots are never marked.  

Nodes that are marked are unmarked when removed from their parent. 

6. Min[H] is a pointer to the min item in heap H 

7. n[H] = # nodes in heap H 

8. Degree Bound:  The maximum degree of any node in an n-node heap is D(n) = O(lg n).  (p.493) 

9. Φ (H) = t(H) + 2m(H), where  

a. t(H) = # trees in root list H 

b. m(H) = #marked nodes in H 

Merge-Based Operations: 

1. Most of the actual work is deferred to the extractMin operation 

2. Insertion:  Just insert the node into the root list of H. 

a. Actual cost is O(1) 

b. Amortized cost is O(1)+1 = O(1).  The +1 comes from inserting a new tree (of size 1) in 

the root list  

3. Find min = O(1) as a pointer is maintained 

4. Heap Merge: Splice root lists together and choose the smaller of the two for min.  O(1) actual 

and amortized.  No structural changes of heaps made aside from a root list concatenation. 

5. ExtractMin:   All children of min[H] are placed into the root list.  Then consolidate all roots in 

root list of equal degree until each root has a unique degree.  Then a new min[H] must be found. 

a. Actual cost: O(D(n)+t(H)) 

b. Amortized cost: O(lg n).  This is because all children of min[H] are added to the root list 

of H, and degree(min[h]) <= lg n <= Φ (H) 

Decrease Key, delete: 

1. DecreaseKey(x, k) : If x is a root, or k >= x.parent, update x and no other changes are needed.  

Else, heap order is violated, so cut x from its parent, mark x.parent, and place x in the root list.  If 

x.parent was already marked, perform the same operation recursively via cascading-cut 

a. Actual cost: O(c), where c is the number of nodes removed by cascading-cut 

b. Amortized cost O(1), because removing the marked node and making it a new tree 

balances the cost of each operation. 



2. Delete(x):  Is composed of: decreaseKey(x, -infinity), extractMin. 

a. Actual cost: O( D(n) + t(h) + c) 

b. Amortized cost: O(D(n) <= O(lg n) 

Pairing Heap (4/20 in notes) 

Intro / Structure: 

1. A simpler (but still efficient) alternative to Fibonacci heaps 

2. Structure is a single heap ordered tree 

3. Each node has a left and right sibling pointer as well as a child pointer 

a. The left pointer of the leftmost sibling points to the parent 

b. otherwise there is no parent pointer 

4. Unlike Fib heaps, there is no node markings, or ranks stored in nodes 

Operations: 

1. FindMin: return the root of the heap 

2. All other operations are based on linking operations 

3. Link(T1 , T2):  

a. If root(T1).key < root(T2).key, append T2 to T1’s child list 

b. This is how merge and insert are performed 

4. DeleteMin: remove the root and merge subtrees 

a. This can be done pairwise in multiple rounds until there is just one tree left 

b. Or pair off first round, merge right to left in one pass for a total of 2 passes 

5. DecreaseKey(X): remove the subtree rooted at X, update the key of X, and merge back in 

6. Delete(X): remove tree rooted at X, add X’s children back to the main tree 

Performance: 

1. Exact amortized cost is unknown, but it is believed: 

a. DecreaseKey: O(lg (lg n)) 

i. A fast DecreaseKey is important for algorithms such as Dijkstra’s 

b. Delete: O(lg n) 

c. Merge/Insert: O(1)  



n log(n) sorting costs (4/20 in notes) 

Intro: 

1. Given a list X = x1 …xn , there are n! possible orderings of the items in X 

2. Given a data type which only allows comparisons, the most that is possible to achieve in one 

operation is a partitioning in half 

3. Partitioning a any list in half at every step yields a tree of logarithmic height 

4. In the sorting case, we end up with a tree that has n! leaves 

5. O ( lg (n!)) = O( n lg (n)) 

Disjoint Sets (p.257, weiss) 

Intro: 

1. A relation R is defined on a set S if  a, b: 

a. a, b S, a R b = True or False.  Result must be defined on all pairs of values in S 

2. An equivalence relation is a relation R that satisfies the following properties: 

a. Reflexive:  a  S, a R a 

b. Symmetric: a R b  b R a 

c. Transitive: a R b, b R c  a R c  

3. Given an equivalence relation ~, we want to determine if a ~ b, for any a, b 

4. Because of properties such as the transitive property, not all of these are explicitly stated 

a. Example: a R c above is not explicitly stated, but falls out from the definitions of the 

properties. 

5. The equivalence class (EC) of a S is the subset of S which contains all elements related to a 

6. An equivalence class forms a partition on S. 

a.  a  S, a exists in exactly one equivalence class 

b. So all equivalence classes are disjoint 

Operations: 

1. Find (a): Returns the equivalence class a belongs to. 

2. Union(a, b): Find the ECs of a and b, and create a new EC which contains both ECs.  Destroy both 

original ECs 



Structure: 

1. Each EC is represented by a tree, with each node pointing up to its parent, or the root of the EC 

a. The root of the EC is its identifier  

2. Union(a, b): make the root of one tree point to the root of the other. O(1) 

3. Unions can be performed by height (or by size), this makes the shorter tree the subtree of the 

taller 

a. This restricts the height to O(lg n), as depth can only increase (and only by 1) when trees 

of equal size are merged 

b. This requires the height to be maintained  

4. Find(a): return the root of the tree a belongs to.  O(height) 

5. Path compression can be used during finds to restructure the trees to improve performance.  

Specifically: 

a. Whenever calling Find(a), maintain a list of parents from a to the root.  Once the root is 

found, set the parents of all nodes on the path to the root. 

b. This does not change the asymptotic cost of Find on that operation (doubles it), but the 

cost for find on any of the nodes on that path are now O(1) until the root changes 

c. We want to flatten the tree out as much as possible, because we are only going up 

6. Path compression makes the height values stored stale, but it is acceptable to leave that data 

stale.  Heights are now treated as an upper bound on the height of a tree 

Performance Proof: 

1. Using union by height and path compression produce a running time Θ(m , α(m, n)) 

2. Lemma 1: When executing a series of union operations, a node of rank r must have 2r 

descendents.   

a. This is covered in 3 above 

3. Lemma 2: The number of nodes of rank r are at most n/2r 

a. W/o path compression, each node of rank r is the root of a subtree of at least 2r nodes 

(by lemma 1).   

b. No node in the subtree can have rank r, because that would mean a subtree has rank 

equal to the entire tree which is not possible (can at most be one less)   

c. Therefore all subtrees of nodes of rank r are disjoint.   



d. Therefore, there are at most n/2r nodes of rank r. 

4. Lemma 3: At any point in a series of union/find calls, the ranks of nodes on the path from leaf to 

root increase monotonically 

5. Basic structure of argument of Θ(m , α(m, n)) running time: 

a. Cost of find(a) is linear in the distance of a from the root 

b. Deposit a unit into each node in the tree, at the end of the program, the sum of units 

left is the total cost 

c. Deposit 2 types of units, u1 , and u2.  Adding u1 , u2 gives us the total cost 

d. Split up:  

i. nodes by their ranks 

ii. ranks into groups (called rank groups).   

1. Groups are made of consecutive ranks  

Ex: g1={r1..r3}, g2={r4…r9-, … 

2. Rank r belongs to group G(r).   

3. The larges rank in group g is F(g).  F=G-1 

4. The |ranks in any g| = F(g) – F(g-1) 

5. G(n) is a loose upper bound on the largest rank group 

e. An example of rank, group partitioning by F(i) = i2: 

Group Rank 

0 0 

1 1 

2 {2, 3, 4} 

3 {5, 6, 7, 8, 9} 

4 {10, 11, 12, 13, 14, 15, 16} 

I (i -1)2+1 through i2 

 

f. On each find call, some value of u1 will be added to a general accumulator, and some 

value of u2 will be placed into some vertices.   

g. During a call to find, values are deposited when traversing each node v from some node 

i to the root when: 

i. Add 1 to the accumulator if: 

1.  v is the root 



2. v is the direct child of the root 

3. v and v.parent are in different rank groups 

ii. Else, add 1 to the vertex 

h. Since one is added to the accumulator or some vertex in every step, the total added 

during a find is equal to the path length of i to the root. 

i. To find the total value of u1, just look in the accumulator 

j. To find the total value of u2: 

i. Find the sum in rank r: add u2 values stored in all nodes of rank r 

ii. Find the total value of u2 in group g: add up all the values in each rank in g. 

iii. Find the total value of u2 in the forest: sum values in each rank group g1… 

k. Since each union takes constant time, the cost of union is ignored for purposes of the 

proof. 

6. Lemma 4: Over the entire algorithm, the total deposits into the accumulator = m(G(n) + 2) 

Proof: 

a. On any call to find, the accumulator is incremented the following number of times:  

i. Once for the root  

ii. Once for the child of the root. 

iii. Once for each group that is entered 

b. There are at most G(n) rank groups 

c. Therefore, each find deposits G(n)+2, and m finds deposit m(G(n)+2) 

7. To get the total number of deposits into all nodes of the forest, we will analyze by vertices, as 

opposed to by find operations. 

8. Lemma 5: A vertex v can be moved at most F(g) –F(g-1) times before its parent gets pushed out 

of rank group g 

a. If a deposit is made to a vertex instead of the accumulator, v will be moved by path 

compression and get a new parent of higher rank than v’s old parent. 

b. v can only be moved F(g) –F(g-1) times before its parent gets pushed out of rank group g 

because that value is the size of the rank group 

c. This is the upper bound on the value and would occur if find is called for every node on 

the path from the root to v in the order from the root down, compressing one additional 

node at a time  

9. Lemma 6: The number of vertices, V(g) in rank group g is <= N/2F(g-1) 



 

10. Lemma 7: The maximum sum of deposits in all vertices in rank group g is <= (n F(g)) /2F(g-1) 

a. Each vertex v, in g can have at most F(g) –F(g-1) deposits while its parent stays in its 

rank group 

b. Since F(g) –F(g-1) <= F(g), we can change the term to F(g) 

c. Lemma 6 tells us how many of these vertices there are 

11. Lemma 8: The total amount deposited is at most:  

n*  ( g=1 to G(n) )   F(g)/2F( g-1 ) 

a. Rank group 0 cannot deposit into nodes because it cannot have a parent in the same 

rank group 

b. This bound is the summation of the deposits in all other rank groups 

12. Adding the results of Lemma 4 (the size of the accumulator) and Lemma 8(the sum of deposits 

in all nodes), the total work done is: 

= m(G(n)) + n*  ( g=1 to G(n) )   F(g)/2F( g-1 ) 

13. G(n) and F(n) have still not been defined.  The trick is to find balance between G(n) and F(n), 

since they are inversely related.  We want to find a function that minimizes the equation for the 

bound listed above. 

14. We can choose F(i) to be the function recursively defined as: 

a. F(0) = 0 

b. F(i) = 2F( g-1) 

15. This definition of F(i) gives G(i) = 1 + floor( α (n) ), which is the Inverse Ackerman function 



16.  Theorem: The running time of m unions and finds is O(m α (n)) 

a. Use the above definitions for F(i), G(i). 

b. The number of pennies in the accumulator is O(m g(n)) = O(m α(n)) 

c. The number of deposits in the vertices is bounded by: 

i.  n*  ( g=1 to G(n) )   F(g)/2F( g-1 ) 

ii.  = n*  ( g=1 to G(n) )   1 

iii.  = n G(n) 

iv.  = O(n α(n)) 

v. Since m = (n), the bound follows 

17. Basically, this proof says there are few nodes that can be moved by often by path compression, 

and therefore the total time spent is small. 

Graphs (p.527 CLR) 

Representation: 

1. A graph G is made of a set of vertices and edges, V, E, respectively.  G=(V, E) 

2. 2 representations: 

a. Adjacency-list:  Each v V has a list of which edges it connects to.  Size = |V|+|E| 

b. Matrix: a |V| x |V| binary matrix that represents edges between vertices.  Size  = |V|2 

3. Adjacency lists are more space efficient, but less time efficient.  Matrix representations 

generally only useful in dense graphs. 

Breadth-First Search (BFS) 

1. Given G and a start vertex s, BFS: 

a. Discovers each vertex reachable from s  

b. The minimum distance from s to all those vertices 

c. Creates a BFS tree where the path from s to any node in the tree is corresponds to 

the shortest path between those two vertices in G 

2. BFS keeps track of algorithm progress in terms of node coloring. 

a. White: unexplored 

b. Grey: in the frontier; in the queue to be explored 

c. Black: explored 

3. Basic algo goes as follows: 

a. Push s on the stack 

b. For  v V d[v] = infinity 

c. BFS(): 

i. Pop item on stack, call it v, color it black 



ii. For each node u adjacent to v: If they are white, color them gray and 

enqueue them.  Set their distance to d[v]+1, and set v as the parent of u in 

the BFS tree 

iii. BFS() 

4. Takes time O(V + E) = size of adj list 

Depth-First Search (DFS) 

1. Searches deep into the graph as opposed to by equal distances.  Functions by backtracking while 

searching 

2. Instead of making one tree as in BFS, DFS makes a depth-first forest 

3. Algo is as follows: 

For all vertices u, if color[u] = white, DFS(u) 

DFS (u): 

a. Color[u] = grey 

b. time++ 

c. d[u] = time 

d. for ea v adj to u: 

e.  if color[v] = white :  

f.   π*v] = u 

g.   DFS(v) 

h. color[u] = black 

i. time++ 

j. f[u] = time 

4. This algorithm is always correct, but the forest that results will depend on which node is the first 

explored, as well as node ordering in the adjacency lists 

5. Running time is Ѳ(V + E) 

6. Thm: Parenthesis Theorem: (proof p. 545) 

Call the intervals [d[u], f[u]] iu , [d[v], f[v]] iv 

In any DFS search (undirected or directed) of graph G=(V, E), for any 2 vertices u, v, only one of 

the following hold:  

a. Intervals iu , iv are entirely disjoint, and there is no ancestor relationship between u, v in 

the depth-first forest 

b. Interval iu is contained entirely within iv , and v is an ancestor of u.  Vice versa 

c. Also note that if v is an ancestor of u in the forest, d[v] <  d[u] < f[u] < f[v] 

7. Thm: White-Path Theorem: (proof p.545) 

a. In a DF forest on (undirected or directed) graph G=(V, E), v is an ancestor of u iff at the 

time d[v], u can be reached from v along a path of only white nodes 

Classification of Edges: 

1. DFS can be used to classify the edges in a graph.  This can tell us if a graph is acyclic, among 

other things 



2. There are four edge types in a DF forest Gπ .  All edges e = (u, v): 

a. Tree edge: if v was first discovered by exploring edge (u, v) 

b. Forward edge: nontree edges that connect u to a descendent v (with different adjacency 

lists, this could be a tree edge) 

c. Back edge: connects u to an ancestor v (tells us if there is a cycle) 

d. Cross edge:  any other edge.  Go between edges that don’t have an ancestor 

relationship in Gπ  

3. DFS can be made to classify edges in this way while the algorithm is being executed 

4. Thm:  In a DFS of an undirected graph G, every edge in G is either a tree or back edge: 

Proof: 

a. Let (u, v) be an edge where d[u] < d[v] (other case symmetric) 

b. v must be discovered and finished before u is finished 

c. If the edge is explored in the direction u to v, then v is undiscovered until that time, and 

is a tree edge 

d. Otherwise, the edge was explored in the direction v to u, then it is a back edge since u is 

gray at the time the edge is explored 

Topological Sort 

1. A linear ordering over vertices in a graph s.t. if G contains an edge (u, v), then u is sorted before 

v.  Think of it as an ordering s.t. all edges only point in one direction.  This ordering is only 

possible in acyclic graphs 

2. Algo: 

TopoSort(G) 

a. Do DFS(G) and record finishing times f[v] for ea vertex v 

b. As ea vertex finishes, add it to the front of a list 

c. The result is that list 

3. Takes Ѳ(V + E) – exactly the time of DFS 

4. Lemma A:  A directed graph is acyclic iff a DFS yields no back edges. (p550) 

5. Thm: TopoSort(G) produces a topo sort on DAG G 

Proof: 

a. Proof will hold for any pair of vertices (u, v) 

b. If there is an edge from u to v then f[u] >  f[v] 

c. Consider any edge (u, v) explored by DFS(G) 

d. When the edge is explored v can’t be gray (if it was, we’d have a cycle) 

e. Therefore, v is either white or black 

i. If v is white, it becomes a descendant of u so  f[u] >  f[v] 

ii. If v is black it has already finished, so f[u] >  f[v] 

Strongly Connected Components (SCC) 

1. A SCC is the maximal set of vertices s.t. for all edges u, v in a SCC, there is some path from u to v 

and v to u 



2. Define the transpose of graph G=(V, E), GT=(V, ET) , that is G where all edges are reversed.  G, GT 

have the same exact SCCs 

3. Given an adjacency list, cost of creating GT = O(V + E) 

4. Algo: 

SCC(G) 

a. Do DFS(G) and compute finishing times for all vertices 

b. Compute GT  

c. Do DFS(GT), but order the nodes explored by DFS in decreasing finish time 

d. Each tree from the DF forest of c is a SCC 

5. Cost is Ѳ(V + E) – cost of making transpose graph and 2 DFSs 

6. Lemma A: Let C, C’ be 2 SCCs in G, which contain u, v and u’, v’, respectively.  If there is a path u 

to u’, there cant also be a path v to v’.  Proof p. 554, is trivial 

7. From here out, when we discuss d[u], or f[u], we are talking about the times of the first DFS, not 

the second 

8. For some set of vertices U call d[U] the minimum discovery time of all elements in U, and f[U] to 

be the last finish time of all elements in U 

9. Lemma: Let C1, C2 be SCCs in G.  If there is an edge e=(u, v)  E where u  C1, v  C2 Then f[C1] > 

f[C2] 

Proof: 

a. There are 2 cases, depending on whether C1 or C2 had the first discovered vertex in the 

DFS 

b. Case d[C1] < d[C2]: 

i. Let x be the first vertex discovered in C1.  At time d[x] all vertices in C1 , C2 are 

white. 

ii. By the white path theorem, all vertices in C1 and C2 become descendants of x in 

the DF-tree 

1. This means f[x] = f[C1] > f[C2] 

c. Case d[C1] > d[C2]: 

i. Let y be the first vertex discovered in C2.  At time d[y] all vertices in C2 are white 

and there is a white node path from C1 to all vertices in C2 

ii. By the white path theorem, all vertices in C2 become descendents of y 

iii. f[y] = f[C2], and at d[y] all nodes in C1 are white 

iv. Since there is an edge from C to C’ there can’t be an edge the other way, based 

on how SCC is defined. 

v. Therefore, for any w C1 we have f[w] > f[y], so f[C1] > f[C2] 

10. Corollary: Let C1 or C2 be different SCCs in DAG G.  Suppose there is an edge e = (u, v)  ET where 

u  C1 and v  C2 , then f[C1] < f[C2]. 

Proof: 

a. (u, v)  ET , (v, u)  E.   

b. Since the SCCs of G and GT are the same, from the previous lemma f[C1] < f[C2] 



11. Now, let’s talk intuitively about why the algo for SCC works.  When we start the 2nd DFS on GT, 

we start with the SCC C which has the largest finishing time. 

a. The search starts from some vertex x C, and visits all vertices in C.   

b. By corollary 10. There are  no edges in GT from C to any other SCC, so a search from x 

won’t be able to access any of the other SCCs (it would be possible to do the traversal in 

G but not GT).  Therefore the tree rooted at x will be exactly C 

c. This keeps going, except for the next SCC, we need to consider not only what it has no 

edges to (like above), but also what it does have edges to.  But, outside of its own SCC, it 

only has edges to other SCCs which have already been explored, so DFS will not explore 

those nodes 

d. Rigorous proof (by induction) on p.556 

NP-Completeness (p.966 CLR) 

Intro: 

1. Concern is cost in terms of size of input (for example, as encoded in binary) 

a. For example, a GCD algorithm on numbers m, n takes time O(lg n).  Since n consists of 

lg(n) bits, the algorithm is actually linear in the amount of the input 

2. For this reason, running time in terms of the amount of the input can rarely be better than 

linear, because that would mean better than O(lg n) in terms of the more commonly used 

means of measurement. 

3. Define an abstract problem Q to be a binary relation on a set of I problem instances and a set S 

of problem solutions 

a. For decision problems, the solutions are always yes/no 

b. Ex/ for shortest-path, an instance would be the graph and two vertices, and the solution 

is a sequence of vertices in the graph. 

4. Encoding: the manner of representing the problem.  For computers, this is binary 

a. The method of encoding actually does matter, and we will always assume it is binary for 

the remainder of this section. 

i. Ex/ encoding in unary may make a problem superploynomial, where the same 

problem with a binary encoding could be polynomial.  Actually there is really 

only a difference between unary and everything else.  Base 2 to base 3 would be 

order-equivalent 

5. Solution time is measured in terms of the size of the encoding of the instance of that problem.   

a. An algorithm solves a problem in time O(T(n)) if the algorithm produces a solution in 

O(T(n)), where n=|i|  

b. Likewise, an algorithm is polynomial time solvable if a solution takes O(nk) 

6. For some set I of problem instances, we say encodings e1 , e2 , we say these encodings are 

polynomially related if  

a.  polynomial time computable f()s f12 , f21 s.t. i  I  

b.  f12(e1(i)) = e2(i)   and   f21(e2(i)) = e1(i) 



c. That is, the encoding e2(i) can be computed from the encoding e1(i) by a poly-time algo, 

and vice versa 

Class P: 

1. Problems in class P are solvable quickly (in polynomial time) 

Class NP: 

1. Problems that are verifiable quickly (in polynomial time) 

a. Given an instance of an NP problem and a solution, it is possible to verify that solution in 

polynomial time 

b. Ex/ Hamiltonian cycle (a path through a graph that contains every vertex), given that 

path 

2. NP = Nondeterministic Polynomial-time 

3. P  NP.  Any language in P is also in NP 

4. These are the class of problems which can be solved by a nondeterministic machine (imagine 

one that makes perfect random guesses and finds the solution optimally) in polynomial time 

5. Of course, not all solvable problems are NP 

a. EX/ !Hamiltonian cycle (checking that a graph can’t contain a Hamiltonian cycle) 

NP Hard (NPH) Problems: 

1. NPH problems are at least as hard as any problem in NP 

2. A problem h is NPH, if for all p in NP, h ≤P p 

NP Complete (NPC) Problems: 

1. NPC  NP 

2. NPC are the hardest NP Problems.   

3. To prove a problem NPC, it must first be shown to be NP, and then some NP problem must be 

reduced into it 

a. L is NPC if: 

L  NP   and   L’  NP, L’ ≤P L 

b. If only the second half of the above statement is true, L is NP-Hard (NPH) 

4. Specifically, any problem in NP can be polynomially reduced to an NPC problem.   

a. NPC problems can be thought of being usable as a subroutine for NP problems with a 

polynomial overhead 

b. Can provide a mapping for input problem in NP -> NPC, and result back from NPC -> NP 

c. The answer yes/no from the NP and NPC parts must always be the same and be correct 

5. NPCness applies not to optimization problems, but to decision problems, although most 

optimization problems map directly to a decision problem 



a. An optimization problem can be no harder than the related decision problem.  If we 

provide evidence that a decision process is hard, we provide evidence that the related 

optimization problem is hard as well 

6. If some polynomial time NPC solution is found, all of NP becomes solvable in polynomial time (P 

would = NP).  This has never proved or disproved, but believed to be false.  (Pf on p.986) 

a. It is believed that NP contains P, NPC, and that P, NPC are disjoint. 

7. Techniques used to show NPCness are different than, say showing O(n), because it is an 

assertion as to how hard a problem is, as opposed to how easy it is. 

a. Not proving that an efficient algorithm exists, just that there is good proof that one 

doesn’t exist 

b. For this reason, they are more similar to the O(n lg n) bound on sorting proof 

8. Lemma A: If L’ ≤P L and L NPC, Then L is NPH 

Proof: 

a. For all L’’ NPC, it must be that L’’ ≤P L’ 

b. By transitivity, L’’ ≤P L, so L is NPH 

9. Therefore, by reducing L’ NPC to L, every language in NP is reduced to L. 

10. Therefore, we can prove a language L as NPC by: 

a. Proving L NP 

b. Describe an algo A that computes a f() f mapping every instance of L’ to an instance f(x) 

of L, prove f correct 

c. Prove A runs in poly-time 

Structure of Problems as Proven in CLR (p.1004) 

 

Circuit-Satisfiability 

1. To prove an algorithm is NPC we can start using that as a base to reduction to prove other 

problems are NPC.  Circuit-Sat is a common base for this. 

2. A truth assignment for a circuit is a set of input vals 

3. A circuit is satisfiable if it has a satisfying assignment – an input that causes the output of the 

circuit to be 1 



4. Circuit-Sat Problem: (CircuitSat) Given a circuit, is it satisfiable? 

5. Define the size of a circuit to be the #and/or gates + #Wires 

6. A solution to this is to try all input combinations, but for k inputs, there are 2k possible 

assignments to all input values 

7. Lemma A: CircuitSat is NP 

Proof: 

a. Define verification algo A which takes the encoding of a circuit C as well as the encoding 

of input values to C 

b. A is constructed s.t. it runs the input on the circuit and computes its result. 

c. The certificate is polynomial in the size of C, as there are a minimum of ≈ |C2| binary 

logic gates 

d. A runs in poly-time 

e. Therefore CircuitSat can be verified in poly-time (close to linear) 

f. Therefore CircuitSat  NP  

8. Next we must show that CircuitSat is NPH, that every lang in NP is poly-reducible to CircuitSat 

9. Call the configuration of a running program its current state.  The execution of an instruction 

can be thought of as a mapping of one configuration to another 

a. The hardware that accomplishes this mapping can be implemented as a logic circuit M 

10. Lemma B: CircuitSat is NPH 

Proof: 

a. Let L be lang  NP 

b. Define poly-time algo F which computes a reduction f that maps every binary str x -> 

circuit C = f(x) s.t. x  L ↔ C  CircuitSat 

c. Since we said L is  NP, there must exist some algo A that poly-verifies L  

d. F will use the two input verification algo A to compute the reduction f() f 

e. Let T(n) be w.c. time of A,  

f. Let k be some constant s.t. T(n) = O(nk), and the length of the certificate y = O(nk) 

g. Represent A as a sequence of configurations; represent the computation of A as a 

sequence of configurations. 

i. Each configuration can be made of the following pieces:  program for A, the 

program counter, input x, certificate y, and ram 

h. F constructs a circuit that computes all configurations produced by a given initial 

configuration.  Basically, Construct T(n) copies of circuit M, where the output of the ith 

circuit is equivalent to the ith configuration of the running program, ci .  

i. The circuit is designed based on x, but uses variables based on y.  Therefore, 

C(y)=A(x,y) 

i.  We need to show F runs in poly-time in n=|x|.  Each part of the process above takes 

polynomial time, so the combination of a constant number of polynomial components is 

polynomial as well. 



j. The generated circuit M which emulates a configuration has size poly in configuration 

length (which is O(nk)), since it is polynomial in a polynomial of n, it is polynomial in n as 

well.   

i. Circuit C has at most t=O(nk) copies of M, so it is also polynomial in n. 

k. Construction of C from x can be accomplished in poly time by F, since each step in the 

construction takes poly-time 

l. Therefore CircuitSat is at least as hard as any lang in NP 

11. Since CircuitSat is in NP, and is NPH, it is NPC 

12. Therefore L ≤P CircuitSat for L  NP 

Formula-Sat 

1. Similar to circuitSat, except applies to satisfiability of a Boolean formula instead 

2. Problem formSat is made of: 

a. A Boolean formula φ 

b. n Boolean vars x1 … xn 

c. m Boolean operators (and, not, etc) 

d. parenthesis 

3. Naïve solution is exponential 

4. Thm: formSat is NPC 

Proof: 

a. It is easy to show formSat is NP.  Just take the certificate = X and feed it in.  This is clearly 

poly 

b. Now to show formSat is NPH.  Just reduce circuitSat to formSat.  This can also be done in 

poly-time by assigning a variable to each wire in the circuit (check fig below).   

i. This means each gate in the circuit only has variables input to it equal to its 

input size.   

ii. Getting the value of a gate just requires finding the value for its inputs.  It is 

done this way because writing Boolean equation of inputs for each gate has an 

exponential cost. 

iii. Based on the formula for φ, I think everything aside from the x10 is just formality 

c. Why is C satisfiable only when φ is?  If C has a satisfying input, each wire has a certain 

value, and the output of the entire circuit is 1.  Therefore, we just assign the same 

logical assignment to each wire, and make sure the output of the last gate is 1 as well. 

d. Therefore circuitSat is reducible to formSat, so formSat is NPC  

Ex/ 

 



 

3 CNF Satisfiability 

1. A Boolean formula is in CNF if the formula is expressed as a series of ands between clauses, 

where each clause is the or of a number of literals/variables.  In 3 CNF, each clause has exactly 3 

literals 

Ex/ (x1 ∨ ¬x1 ∨ ¬x2) ∧ (x3 ∨ x2 ∨ x4) ∧ (¬x1 ∨ ¬x3 ∨ ¬x4) 

2. The problem 3CnfSat is to determine whether some Boolean formula φ is satisfiable 

3. Thm: 3CnfSat is NPC 

Proof: 

a. We will show formSat is reducible to 3CnfSat 

b. The reduction is done in 3 steps 

c. Step 1: 

i. Construct a parse tree for the input formula φ (which may or may not be in 

3Cnf) 

ii. If any clause has more than two literals, use associativity to break that clause 

into pieces 

iii. Basically the same as the reduction of circuitSat to formSat 

iv. Introduce a variable yi as the output of each internal node in the parse tree 

v. Rewrite the original formula φ as the and of the root variable and conjunction of 

clauses describing the input and function of each node 

vi. Call this new formula φ’ 

vii. This is simple to do in poly-time 

Ex/  



 

 

d. Step 2: Reduce φ’ to CNF 

i. For each clause φ’i of φ’, build a truth table for it, and create an equivalent 

formula for it in disjunctive normal form (DNF) that is equal to ~φ’i 

ii. A DNF is an or of ands, as opposed to an and of ors 

iii. Then use DeMorgan’s law to convert ~φ’i  to φ’’i 

iv. Each clause in φ’’ has at most 3 literals 

e. Step 3: Transform the formula so each clause has exactly 3 literals 

i. This step basically pads clauses that are less than 3 literals 

ii. For each clause Ci  

1. If Ci already has 3 vars, plop it right in 

2. If Ci has 1 or 2 vars, use padding vars to it up to 3 

iii. The result is φ’’’ 

f. Like in the formSat proof, we know converting φ to φ’ preserves satisfiability.   The 

other two steps do simple Boolean logic manipulations and maintain correctness, so we 

know the output is correct 

g. Now to show it can be done in poly-time.  Converting φ to φ’ introduces at most 1 

variable and clause per connective in φ.  Everything else is clearly O(1) of that  Therefore 

the size of φ’’’ is polynomial, and all constructions can be done in poly-time 

Clique Problem 



1. A clique in an undirected graph are vertices V’ s.t. there are edges connecting all combinations 

of vertices in V’ 

2. Clique is the optimization problem of finding the largest clique in the graph 

a. As a decision problem, ask if a clique of size k exists 

3. Clearly, the naïve approach of checking all subsets of size k in the graph is exponential 

4. Thm: clique is NPC 

Proof: 

a. Can be verified in poly-time by pairwise checking all vertices in V’.  This is O(n2) 

b. Next prove that 3CnfSat is poly-reducible to clique 

c. Assume we have a Boolean formula φ in CNF with k clauses 

d. For r = {1, 2, k}, Cr has 3 distinct literals l r1 , l 
r
2 , l 

r
3 

e. We’ll construct a graph G s.t. φ is satisfiable iff G has a clique of size k as follows: 

i. For each clause Cr = (l r1  l r2  l r3) , create vertices  v r1 , v r2 , v r3 . 

ii. Place an edge between vertices if they are from different clauses and they are 

not negations of each other 

Ex/ 

 

f. Now we must show this is a valid reduction: 

g. Suppose φ can be satisfied.  That means that each clause must have at least 1 literal that 

is assigned 1.  Picking the corresponding vertex yields a set V’ of k vertices (because 

there are k clauses) 

h. Claim: V’ is a clique: 

Proof: 

i. For any 2 vertices from different clauses mapped to 1, they can’t be 

complements, or else they both wouldn’t be 1, and wouldn’t be connected 

ii. Conversely, suppose G has a clique V’ of size k.  Since there are no edges 

between vertices in a clause, V’ has exactly vertex per clause.  We know we can 

assign 1 to each literal in the clique because a literal and its compliment can’t be 

connected and so aren’t in the clique. 

iii. Therefore, each clause is satisfied, and so φ is satisfied 

5. Note that this reduces any 3Cnf to a particular graph/clique structure, which is ok, because any 

solution to clique will also solve this.  We could not have the restriction the other way, though, 

which is, we can’t restrict the class of 3Cnf this solves to prove clique NPC 



6. Also note that this is based on the 3Cnf formula, but it can’t (yet) be based on whether or not φ 

is satisfiable, since we don’t know how to do that in poly-time 

Vertex-cover Problem 

1. A vertex cover of an undirected graph is a subset V’  which is the set of vertices s.t. each edge e  

has at least one vertex in V’ 

2. As an optimization problem the task is finding the smallest V’ that covers G 

3. Define vertexCover to be the decision problem of validating whether the graph has a cover of 

size k 

4. Thm: vertexCover is NPC 

Proof: 

a. First show vertexCover as NP: Given a certificate V’, just check that all edges are covered 

by V’.  This is poly-time 

b. We then show vertexCover as NPH by showing clique is reducible to vertexCover. 

c. This reduction will use the idea of a compliment of a graph.  Given G, define its 

compliment G-1 as G but with the inverted set of edges, E-1.  This can be done in poly-

time 

d. Suppose that G has a clique V’ where |V’| = k 

e. So, V-V’ is the set of vertices not in the clique, and  

i. | V-V’| = |V| - k (k is size of clique) 

f. The conversion takes an instance (G, k) of clique, computes G-1 , and produces an 

instance (G-1, |V|-k) of vertexCover 

g. Claim: V – V’ is a vertex cover in G-1 

Proof: 

i. Let e = (u, v) be any edge in E-1.  Then e can’t be in E.  Therefore, either u or v 

doesn’t belong in clique V’ because every pair of vertices in clique V’ are also in 

E.   

ii. So, at least one of u or v from e are in V – V’ (the set of vertices not in the clique) 

which means e is covered by V-V’.  This means every edge in E-1 is covered by a 

vertex in V – V’ 

iii. Therefore, V-V’ forms a vertex cover on G-1 

h. Intuitively, think of a case where a graph is entirely a clique, then V – V’ = {}, and E-1 is 

empty, so this works.  Likewise, when there are no cliques, all vertices provide a vertex 

cover. 

Subset Sum Problem 

1. Given a set S, and a target t, is there some subset of S, S’ s.t all elements in S’ sum to t? 

2. Thm: SubsetSum is NPC 

Proof: 

a. Let S’ be the certificate.  Checking whether S’ sums to t can be done in poly-time 



b. Show that 3CnfSat is reducible to SubsetSum 

c. Given a 3CnfSat formula φ, over variables x1 … xn , with clauses C1 … Ck , we will 

construct an instance (S, t) of SubsetSum s.t. φ is satisfiable iff there is a subset of S that 

sums to t 

d. Create 2 numbers in S for each xi , and for each Cj, in base 10 where each # has (n + k) 

digits, and each digit corresponds to either one variable or clause 

e. Construct S, t as follows: 

i. Target t has a 1 in ea digit labeled by a var and 4 in ea digit labeled by a clause.   

Basically a string of n 1s, followed by k 4s 

ii. Label each digit position by a var or clause 

iii. The least significant k digits are labeled by the clauses, the most sig digits by 

vars 

iv. Set up v number s which correspond to variables, and s numbers which 

correspond to clauses. 

v. For ea xi , there are 2 numbers vi and vi in S.  Start by setting all digits to 0. 

Then, set digits to 1 as follows: 

1. Starting from the left, the ith digit is set to 1 for both vi , vi .  That 

means starting from the left, digits 1 to n are all 0 except for i.  These 

are the x range digits in the number. 

2. If vi appears in clause Cj , set the jth  clause digit to 1.  Same for vi .  

These are the C range digits in the number.  

3. Note that vi , vi have the same digits in them in the x range variables, 

but cannot both have 1 (0 is ok) in the C range variables. 

vi. For each Cj there are two numbers, sj and s’j .  Set all digits to 0.  These are slack 

variables 

1. In each sj , set the jth digit to 1 

2. In each s’j , set the jth digit to 2 

vii. Ex/ 

 



f. Note that the sum of digits in any x position is 2, and the sum of digits in any C position 

is at most 6, as there can be at most 3 1s from each x in a clause, +1 +2 for the clause 

integers. 

g. This reduction is poly time, as S contains n + k numbers, and each number (as well as the 

target t) is n + k digits.  Constructing all of these are linear (so also poly) in n + k. 

h. Now we need to show that φ is satisfiable iff there is a subset S’ of S that sums to t. 

i. Based on the certificate we have for φ, we include either vi or vi .  Of course, φ isn’t 

satisfiable for both, or if it is, we could ignore it. 

i. Based on this, the sum of each variable digit must be 1.  It was 2 above, and we 

removed half the numbers.  This matches target t 

j. Based on the sum in the C rows, select the either one of the slack numbers sj or s’j , or 

both in order to have digit j in the sum be 4.   

i. The amount contributed by the v numbers to digit j can range from 1 to 3, 

depending on how many of the variables were true in clause j.   

ii. At least one has to be true, or else that clause would be false and φ wouldn’t be 

satisfiable.   

iii. Also, since there are at most 3 variables in a clause, at most 3 can be true. 

k. If φ wasn’t satisfiable, there would be a clause digit that would have value 0 before slack 

values, and at most 3 after slack values, which would mean the sum cannot = t.  Any 

time it is satisfiable the slack digits will allow is to produce a subset whose sum is equal 

to t.   

l. Likewise, if we included vi and vi , the sum would be 2 in a digit that needed to be 1. 

m. So this is a valid reduction, which runs in polynomial time.  Therefore, SubsetSum is NPC 

Approximation Algorithms (p.1022 CLR) 
Intro: 

1. We are concerned with the relative cost between: 

a. C : cost of approximation algorithm 

b.  C* : cost of optimal algorithm 

2. Say that an approximation algorithm has an approximation ratio of ρ(n), or that is a ρ(n) 

approximation algorithm if: 

Max(C/C* , C*/C) ≤ ρ(n)   - Its always at least 1 

a. This definition works for both minimization, maximization problems 

3. There also can be approximation algorithms that can increase the amount of computation done 

to tighten its ρ(n) value.  Generally these are called approximation schemes and also take some 

ε parameter – the running time is then in terms of both n and ε 

4. Call an approx scheme a fully poly-time approx scheme if its running time is poly in both (1/ ε) 

and n.  Any decrease in ε causes an increase running time 

Vertex-cover: 



1. This algorithm punts on trying to find an optimal vertex cover (NPC just for the decision 

problem), and instead returns a vertex cover which is guaranteed to be no larger than twice the 

size of an optimal vertex cover. 

2. Algo: 

ApproxVertexCover(G): 

 C ← , } 

 E’ ← E[G] 

 While E’ ≠ , - 

  Remove any edge e from E’ 

  C ← C  { } 

  Remove all edges incident on e from E’ 

 Return C 

3. Thm: ApproxVertexCover is a poly-time 2-approx algo: 

Proof: 

a. Clearly runs in poly time, clearly is correct 

b. So need to show it is 2-approx 

c. Let A be the edges picked in the first line of the while loop.  In order to cover edges in A, 

any vertex cover must cover at least one edge in A.   

d. No two edges in A share an endpoint, because of the third line in the loop 

e. So , if you consider that an optimal cover C* must also include at least one endpoint for 

each edge in A, we can establish the lower bound: 

|C*| ≥ |A|  

f. Since all vertices in edges in A combined make a vertex cover, for suboptimal vertex 

cover C: 

|C| = 2|A| 

g. So |C| ≤ 2|C*| 

Set Covering Problem 

1. Given a set X and a family F of subsets of X, where the union over all fi  F is S, find the 

smallest number of sets in F to cover all items in X.  The decision problem is whether or not 

X can be covered with k sets from F 

2. Greedy algorithm: 

GreedySetCover(X, F) 

a. U ← X #Remaining uncovered elements 

b. C ← { } #Cover set being constructed 

c. While U ≠ , - 

d.  Select an f  F that maximizes |f U| 

e.  U ← U – f #Remove all elements from X that set f covers 

f.  C  ← C  f #Add f to the cover 

g. Return C 

3. Loop body runs in time O(|X||F|) 



4. Call the dth harmonic number Hd = ∑i=1
i=d (1/i) 

5. Thm: GreedySet is a poly-time ρ(n) approx-algo where : 

ρ(n) = H( max{|f| : f  F} ) 

Proof: 

a. We already know its poly-time 

b. For x  X Assign a cost cx as it is covered.  The cost assigned to x is spread over the 

number of elements uncovered at that time. 

Cx = 1 / |Fi – (F1 … Fi-1)| 

So the total cost is 1 for a step, but the cost for each element is lower when more 

elements are uncovered at the same time 

c. Since a total cost of 1 is added at each step, 

|C| = ∑x X (cx) 

d. The cost of the optimal set cover C* is: 

∑f C* ∑x f  ( cx ) 

e. And since each x  X is included at least once in each subset, the sum of the costs in 

all subsets is at least that of the sum of costs of all items in X (since when looking at 

the subsets, there are probably repeating elements, and no missing elements) 

∑f C* ∑x f  ( cx ) ≥ ∑x X  ( cx ) 

f. Combining these two, we have: 

|C| ≤ ∑f C* ∑x f ( cx ) 

g. The rest of the proof revolves around the following inequality, which we will prove 

in a bit: 

∑x f  ( cx ) ≤ H(|f|) 

h. And therefore, from f. above: 

|C| ≤ ∑f C* H(|f|) 

        ≤ |C*| H(max {|f| :  F } )   

this last step just says instead of summing over all f in C*, just find the 

largest f and multiply that by C* 

i. Proof for use of harmonic sum on bottom p. 1036 

Math Review (p.3 weiss) 

Exponents: 

1. XA + XB = XA+B 

2.  XA / XB  = XA-B 

3. (XA)B  = XAB 

4. XA + XA = 2XA 

5. 2A + 2A = 2A+1 



Logs: 

1. logXB = A XA = B 

2. logX(AB) = logX(A) + logX(B) 

3. logX(A/B) = logX(A) - logX(B) 

4. logX(AB)  = B * logX(A) 

5. logX(1)  = 0 

6. logX(Y)  > Y , for Y > 0 

7. x =  blog
b

x  = logb(bx) 

Series: 

1.  ( i=0 to n ) Ai  = ( An+1 -1 ) / ( A - 1 ) 

2.  ( i=0 to n ) 2i  = 2n+1 -1 

3. For 0 < A < 1: 

 ( i=0 to n ) Ai  <= 1 / (1-A)  is this exactly at the limit 

4.  ( i=0 to n ) i  = n(n+1)/2   n2/2 

5.  ( i=0 to n ) i2  = n(n+1)(2n+1)  / 6  n3/3 

6.  ( i=0 to n ) ik  nk+1 / |k+1| 

7.  ( i=0 to n ) 1/I  ln(n) 

8.  ( i=0 to n ) f(n) = n*f(n) 

9.  ( i=n0 to n ) f(i) =  ( i=1 to n ) f(i) -  ( i=1 to n0-1 ) f(i) 

10.  ( i=0 to n ) c*aI + bi = c *  ( i=0 to n ) ai +  ( i=0 to n ) bi 

11.  ( i=0 to n ) Θ f(i) = Θ  ( i=0 to n ) f(i) 

12. Over a relation: 

 ( R(j) ) aj  = sum of all items contained in relation R(j) 

13. Distributive law: 

a.  ( R(i) ) ai  ) *  ( S(j) ) bj  ) =  ( R(i) ) ) *  ( S(j) ) ai * bj  ) 

b. Ex/  ( i=1 to 2 ) ai  ) *  ( j=1 to 3 ) bj  ) =  

= (a1 + a2) * (b1 + b2 + b3) 

=  (a1b1 + a1b2 + a1b3) * (a2b1 + a2b2 + a2b3) 

c.  ( i=1 to 2 )  ( j=1 to 3 ) ai bj  ) 

14. Change of a variable: 



a.  ( R(i) ) ai  =   ( R(j) ) aj  =   ( R(p(i)) ) ap(i) , where p(i) is a permutation of the values 

Ex/  ( j=1 to n ) aj  =    ( j-1=1 to n ) aj-1  =    ( j=2 to n+1 ) aj-1 

15. Interchanging order of summation: 

a.     ( R(i) )    (S(j) ) aij  =    ( S(j) )   ( R(i) ) aij 

Ex/  ( i=1 to n )    ( j=1 to I ) aij  =   ( j=1 to n )    ( i=j to n ) aij  . 

We can do this because it maintains the property that j<=i<=n 

Asymptotic Notation: 

1. O:  T(n) = O(f(n))   + k, n0 s.t.  

T(n) <= kf(n)for n >= n0 

a. ex/ g(n) = 2n2
  g(n) = O(n4), O(n3), O(n2) 

f(n) = n2, f(n) = O(g(n)) 

2.  :  T(n) =  (g(n))   + k, n0 s.t.  

T(n) >= kg(n)for n >= n0 

a. The growth rate of T(n) >= the growth rate of g(n) 

b. Ex/ n3 =  (n2), n2 =  (2n2) 

3.  :  T(n) =  (h(n))  T(n) =  (h(n))  and  T(n) = O(h(n)) 

a. The growth rate of T(n) = the growth rate of h(n) 

b. Ex/ f(n) = n2,  g(n) = 2n2 

f(n) =  gh(n)) and  f(n) = O(g(n)) 

f(n) =  (g(n)) 

4. o:  T(n) = o(j(n))  T(n) =  (j(n))  and  T(n) !=  (j(n)) 

a. The growth rate of T(n) is < the growth rate of j(n) 

b. This is different from O(n) because O allows the growth rates to be the same, o means 

growth rates must be strictly smaller. 

5. Combining asymptotic costs:   

T1(n) = O(f(n)), T2(n) = O(g(n)) : 

a. T1(n) + T2(n)  =  max(  O(f(n)), O(g(n))  ) 

b. T1(n) * T2(n)  =  O(f(n)) * O(g(n)) 

6. If T(x) is a polynomial of degree n, T(x) =  (xn) 


